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Goals of Lecture 11

This session bridges the gap between the raw signal collected by telescope detectors
and the science-ready data used for astrophysical analysis. We will systematically
cover the algorithmic, mathematical, and practical foundations of data reduction.
Its primary objectives are to:

Understand the architecture of astronomical data storage (the FITS format).
Master the standard calibration loop (Bias, Dark, Flat) and noise mitigation.
Comprehend astrometric and geometric calibrations, including WCS and Driz-
zle.

Trace the flow of spectroscopic pipelines, from extraction to telluric correction.
Establish robust methodologies for point-source photometry, including aper-
ture and PSF fitting techniques.

Navigate the modern astronomical software ecosystem, transitioning from legacy
tools to Astropy.
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1 Data Storage Architecture: The FITS Format

Before we can process data, we must deeply understand how it is structured at the byte
level. Since 1981, the Flexible Image Transport System (FITS) has been the undisputed
standard for astronomical data storage, governed by the International Astronomical Union
(IAU). A core philosophy of the format is “once FITS, always FITS”, meaning a FITS file
written by a radio telescope in 1982 must still be perfectly readable by modern software
today.

A FITS file is not merely a picture; it is a multi-dimensional scientific data container.
Unlike standard consumer formats (JPEG, PNG) which compress and discard data to
save space, FITS preserves the raw analog-to-digital converter (ADC) counts (Analog-to-
Digital Units, or ADUs) in a lossless format, while strictly binding the data to its physical,
temporal, and spatial metadata. The hierarchical arrangement of these components, from
the file stream level down to the internal record level, is illustrated in Figure 1.

The fundamental building block of a FITS file is the Header Data Unit (HDU). A FITS file
consists of one or more HDUs. The first is always the Primary HDU, which may contain
an N-dimensional data array or simply act as a global header. Subsequent units are called
Extensions (e.g., holding variance maps, data quality masks, or BINTABLE binary tables
for object catalogs).

As depicted in Level 1 of Figure 1, at the machine level, FITS is rigorously structured
into discrete, contiguous logical blocks of exactly 2880 bytes. Each HDU consists of two
interconnected parts:

1. The Header: Formatted as human-readable ASCII text. The 2880-byte header
block is divided into 36 records of exactly 80 characters each. Every record strictly
follows the format: KEYWORD = VALUE / COMMENT. As shown in the Level 2 detail
of Figure 1, the header must always terminate with the END keyword, padded with
blank ASCII spaces to fill out the remainder of the 2880-byte block.

2. The Data Array: The N-dimensional array of pixel values immediately follows
the header. The binary data is also padded with null bytes at the end (see the
blue shaded area in Figure 1) to ensure the next HDU begins perfectly aligned on
a 2880-byte block boundary.

By reading the header, data reduction pipelines autonomously determine how to parse
the binary byte stream that follows. The structural foundation of the file is dictated by
a set of strictly mandatory keywords:

« SIMPLE: Always T (True) for a valid FITS file.

o BITPIX: Defines the data type and bit-depth (e.g., -32 for IEEE 32-bit floating
point, 16 for 16-bit integers).

o NAXIS: The number of data axes (e.g., 2 for a standard CCD image, 0 if the HDU
only contains a header).

o NAXISn: The size of the array along axis n (e.g., NAXIS1 and NAXIS2).
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Level 1: FITS File Hierarchical Byte Stream
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Figure 1: Visual breakdown of the FITS file architecture, illustrating the logical block
design. Level 1 shows the contiguous stream of 2880-byte blocks. Level 2 details the
internal record constraints of the Header and the null-byte padding required at the end
of Data arrays to maintain block alignment.

Beyond these mandates, the following metadata is absolutely vital for building automated
reduction pipelines:

« Telescope and Instrument: TELESCOP (e.g., “VLT-U1") and INSTRUME.

« Exposure Parameters: EXPTIME (total integration in seconds) and FILTER.

« Temporal Data: DATE-0BS (the precise UTC timestamp of the observation start).
« Detector Characteristics: GAIN (e~ /ADU) and RDNOISE (read noise in electrons).
e Observing Conditions: AIRMASS and SEEING.

« Image Typology: IMAGETYP or OBSTYPE (e.g., “BIAS”, “FLAT”, “OBJECT").

Data Scaling: Historically, floating-point data is often stored as smaller integers to save
space. The true physical values are reconstructed dynamically using the BSCALE and
BZERO keywords (indicated in the bottom callout of Figure 1) via a linear transformation:

Physical Value = (Array Value x BSCALE) + BZERO (1)

2 The Standard Calibration Loop

The light striking the CCD is contaminated by various instrumental signatures. The goal
of the standard calibration loop is to remove the electronic and optical artifacts of the
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telescope system, isolating only the photons that arrived from space.

Mathematically, the fundamental equation of data reduction to produce a calibrated sci-
ence image ([.y) from a raw image (I,4,) is given by Equation 2:

(Iraw - Oraw) - Mbias - (Mdark X texp)

Iy =
“ M 144

X Mmask (2)

where 0,4, is the dynamic row-by-row overscan correction, M denotes a master calibra-
tion frame (Master Bias, Master Dark, Master Flat, and Bad Pixel Mask respectively),
and ¢, is the exposure time. We will dissect each component of Equation 2 below.

The first component, the bias level, is an artificial voltage offset added to the CCD readout
electronics. This is intentionally applied to ensure the analog-to-digital converter never
receives a negative voltage due to random electronic fluctuations (read noise). Conse-
quently, a zero-second exposure with the shutter closed will still register counts, typically
a few hundred ADUs. The bias frame (My;qs) is not perfectly uniform. It exhibits fixed-
pattern noise caused by stable electronic pathways and read noise (RN), which is Gaussian
random noise introduced during the amplification and conversion of electrons. We char-
acterize this read noise by measuring the standard deviation (op;as) of the bias frame in
a structureless region.

While the master bias frame removes the static two-dimensional pattern of the camera’s
baseline noise, it cannot account for temporal drifts in this baseline voltage. To track
these time-varying drifts, modern CCDs include an overscan region. This region consists
of virtual pixels generated by continuing to clock the readout electronics after all physical
pixels in a row have been read. Because no physical silicon corresponds to the overscan,
the signal recorded here strictly represents the instantaneous electronic baseline at that
exact microsecond. This baseline can drift slowly due to temperature fluctuations in the
electronics during the hours between taking calibration and science frames. Therefore,
before applying the master bias, data reduction pipelines perform a dynamic overscan
correction (O,qy). The software isolates the overscan region, calculates the median value
of the virtual pixels for every individual row, and subtracts this median from the corre-
sponding physical pixels in that same row. Once this row-by-row temporal drift is zeroed
out, the overscan region is trimmed and discarded, leaving the remaining physical pixels
perfectly aligned for the static master bias subtraction.

Following bias and overscan removal, the next correction addresses thermal noise. Even
in absolute darkness, thermal agitation within the silicon lattice of the CCD can spon-
taneously knock electrons into the conduction band. The detector cannot distinguish
between a thermal electron and a genuine photo-electron. This creates a parasitic signal
called dark current. Dark current (D) depends exponentially on the temperature (77) of
the detector, governed by the Arrhenius equation:

D o T3/26—Eg/(2kT) (3)

where E, is the band-gap energy of silicon and % is the Boltzmann constant. Because
thermal electron generation is a stochastic process, it follows Poisson statistics. While we
can subtract the mean dark current (Mggi X tesp) as shown in Equation 2, we cannot
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subtract the noise it generates. The noise contribution to the final image is v/ D. This
fundamental limitation is precisely why astronomical detectors must be cryogenically
cooled using liquid nitrogen or advanced thermoelectric coolers.

Once thermal effects are accounted for, we must correct for sensitivity variations across
the detector. No two pixels on a CCD are identically sensitive; there are minute variations
in the silicon thickness and quantum efficiency. Furthermore, dust on the filters (creat-
ing “donuts” or out-of-focus shadows) and uneven illumination from the telescope optics
(vignetting) mean the detector does not respond uniformly to a uniform light source. We
correct this by dividing the science frame by a master flat (M, in Equation 2).

A flat is an image of an evenly illuminated source. Dome flats, or pixel flats, are taken by
pointing the telescope at an illuminated screen inside the dome. These are excellent for
correcting high spatial frequency variations, such as pixel-to-pixel sensitivity differences,
because they achieve extremely high signal-to-noise ratios. Conversely, twilight or sky
flats are taken of the twilight sky shortly after sunset or before sunrise. These provide a
much better correction for low spatial frequency variations, like large-scale illumination
gradients and vignetting, because the light path through the telescope precisely mimics
nighttime astronomical observations. To prepare My, dozens of individual flat frames
are median-combined to remove cosmic rays and normalized so their mean pixel value is
exactly 1.0 (Figure 2).

Raw Science (Irquw) Master Flat (Mgiq:) Calibrated Science
4 w/ Vignetting o Normalized to 1.0 . (Uniform Background)
<
- /_\ : .
= =) p
) QL w0
g — 1.0 =g
[<b} o )
- < =
= g =
S)
y ~ y y
Pixel Position Pixel Position Pixel Position

Figure 2: A 1D conceptual representation of flat-fielding. The parabolic drop-off at the
edges represents optical vignetting. Dividing the raw science image by the normalized
Master Flat isolates the genuine celestial signal and yields a uniform background.

Finally, detectors age and degrade over time, requiring bad pixel masking and cosmic
ray rejection. Cosmic ray damage and manufacturing defects cause anomalous pixels
that must be addressed using the binary mask (M,,.sx from Equation 2). These defects
include hot pixels with unacceptably high, non-linear dark current rates; dead pixels with
near-zero quantum efficiency; and charge traps, which are defects in the silicon lattice
that catch and hold electrons during the readout process, smearing the signal along an
entire column. Values at these defective coordinates are flagged in M,, s and usually
interpolated from surrounding healthy pixels during final processing.

In addition to static hardware defects, transient high-energy particles like muons from at-
mospheric showers or solar protons routinely strike the CCD, depositing massive amounts
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of charge in a sharp, localized area. Because cosmic rays do not pass through the optics,
they do not spread out according to the instrumental point spread function (PSF). We
use statistical algorithms to find and remove them. The industry standard is L.A. Cosmic
(Laplacian Cosmic Ray Identification). It computes the Laplacian (V?) of the image to
find extremely sharp edges that are sharper than the optical PSF allows, flags them, and
interpolates over them (Figure 3).

Cosmic Ray
(Sharp Edge)
Stellar PSF
(Smooth & Broad)

FWHM 37 px Width < 1 px

Signal (ADU)

Spatial Position (Pixels)

Figure 3: Comparison of the spatial profile of a genuine astronomical source (governed by
the optical PSF) versus a transient cosmic ray hit. Laplacian algorithms isolate cosmic
rays by detecting pixel-to-pixel gradients that are much sharper than the theoretical
minimum FWHM of the telescope’s optics.

3 Geometric and Astrometric Calibration

Once the pixel values are photometrically calibrated (Section 2), the data is purely a grid
of isolated intensities. To make this scientifically useful, whether for cross-matching with
established star catalogs, calculating orbital trajectories, or measuring proper motions,
we must mathematically map the 2D planar pixel grid (z,y) to the spherical coordinates
of the celestial sphere («,d). This process is known as Astrometric Calibration.

3.1 Astrometric Solving and the WCS

To establish this coordinate mapping, data reduction pipelines perform a process called
“plate solving”. The software detects point sources in the calibrated image and pattern-
matches their relative positions against a catalog of reference stars with well-known abso-
lute coordinates (such as the Gaia or USNO catalogs). Once a geometric match is found,
the software computes the exact transformation parameters and writes them into the
image’s FITS header. This resulting mathematical framework is the World Coordinate

System (WCS).

The WCS typically utilizes the Gnomonic (or TAN) projection, which projects rays from
the center of the celestial sphere onto the flat detector array (Figure 4). Using the pa-
rameters derived from the reference stars, the transformation involves three steps:
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1. Reference Pixel: Defining an exact anchor pixel on the detector (CRPIX1, CRPIX2).

2. Reference Coordinate: Assigning the catalog-derived absolute coordinates (ayq, o)
to that anchor pixel (CRVAL1, CRVAL2).

3. Linear Transformation: Mapping the remaining physical pixels onto intermediate
standard coordinates on the tangent plane (£, 7).

CRPIX / CRVAL Pixel (&, 7)
—— Tangent Plane (Detector)

- ~
4 ~

J Star (a, 0)

\
/ \

II \ \

\

Figure 4: The Gnomonic (TAN) Projection. Rays originating from the observer at the
center of the celestial sphere project celestial coordinates (o, d) onto intermediate planar
coordinates (£,n) on the flat detector.

To account for the physical pixel scale (arcseconds per pixel), camera rotation relative
to the celestial pole, and axis skew, Step 3 utilizes the CD Matriz (C'D;;), which is also
solved via the reference star match:

¢\ (CD1 1 CD1 2\ (z— CRPIX1 n
n) ~\cb2 1 ¢p2 2] \y— CRPIX2

Once these intermediate planar coordinates (£,7) are calculated (in radians), the inverse
Gnomonic projection converts them into the final Right Ascension («) and Declination
(0). This conversion requires the absolute celestial coordinates of the reference tangent
point, denoted as ag and g (which correspond directly to the CRVAL1 and CRVAL2 header
keywords established during the plate solving step):

§
= t
@ = Qo + arctan (COS dp — nsin (50> (5)
. (sindg + ncosdy
5:arcs1n< s ) (6)

In modern software implementations, the inverse tangent function in Equation 5 is com-
puted using the two-argument atan2(y, x) function. This is critical for correctly resolv-
ing the quadrant ambiguity of the resulting Right Ascension angle.
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3.2 Distortion Mapping (SIP Polynomials)

Equation 4 assumes the telescope optics are perfect and linear. However, real telescope
optics, especially the fast, wide-field primary mirrors and complex field flatteners used on
survey telescopes like the Vera C. Rubin Observatory, suffer from radial and tangential
optical distortions.

Because the focal plane is naturally curved but detectors are perfectly flat, projecting the
light introduces geometry errors. A perfectly square grid of stars on the sky will appear
warped as either a “barrel” or “pincushion” distortion upon reaching the CCD (Figure
5).

Modern data reduction addresses this using the SIP (Simple Imaging Polynomial) con-
vention. The SIP standard adds higher-order polynomial terms to the linear CD matrix
to mathematically “un-warp” the focal plane. If Ax and Ay represent the non-linear pixel
deviations caused by the optics, they are modeled as:

Azr = ZAp,qxpyq, Ay = Z B, 42Py? (7)
P,

pq

where A, , and B, , are the complex distortion coefficients stored directly in the FITS
header. The pipeline uses these to reverse the warping before executing the WCS trans-
formation.

Ideal (Linear WCS) Barrel Distortion Pincushion Distortion

Figure 5: Visual representation of optical distortions handled by SIP polynomials. Wide-
field optics warp the celestial coordinates, requiring higher-order polynomial coefficients
to un-warp the focal plane before linear coordinate transformations can be applied.

3.3 Image Alignment and Co-addition: The Drizzle Algorithm

Astronomers rarely take a single long exposure. Instead, they capture multiple shorter
exposures to mitigate satellite trails, prevent bright stars from saturating the detector,
and limit the accumulation of cosmic rays. To construct a deep image, these sub-exposures
must be perfectly aligned and stacked.

Because the telescope intentionally shifts slightly between exposures (a process called
dithering) to cover dead pixels, and because optical distortion (Equation 7) warps the
geometry differently depending on where an object lands on the CCD, pixels from one
image absolutely do not map 1:1 onto pixels from another image. Simply interpolating
pixel values causes blurring and destroys spatial resolution.
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To solve this, modern pipelines rely on the Drizzle Algorithm, originally developed
to map the complex, sub-pixel alignments of the Hubble Space Telescope Deep Fields
(Figure 6).

The Drizzle process works as follows:

o Shrinking (Pixfrac): The algorithm mathematically “shrinks” the original physi-
cal input pixels into smaller, concentrated conceptual “drops”. The size of this drop
relative to the original pixel is controlled by the pizfrac parameter (e.g., a pixfrac of
0.8 reduces the area by 20%). This preserves the spatial independence of the signal
and prevents blurring during resampling.

e Geometric Projection: These shrunken drops are then geometrically projected
(“drizzled”) onto a virtually constructed, finer, and completely undistorted out-
put coordinate grid. The algorithm calculates the exact area of geometric overlap
between the dropped shape and the output grid cells, distributing the flux propor-
tionally.

e Variance Weighting: During projection, Drizzle utilizes variance weight maps.
Noisy pixels, edges, or areas masked for cosmic rays are given lower statistical
weight. This ensures that the final co-added image maximizes the Signal-to-Noise
Ratio (SNR) and correctly tracks photometric uncertainty.

Input Image Pixel UndistertedOutput-Grid
:r ___________ : Flox
' : . Calcpnle —
' | Drizzle by
Shrunken “Drop? y

Are
| (pixfrac < 1.0) eria? u\

Flux conserved

Figure 6: A conceptual visualization of the Drizzle algorithm. To prevent interpolation
blur when mapping dithered and distorted images, an input pixel’s area is mathematically
shrunken (based on the pizfrac parameter) and its flux is geometrically distributed onto
a high-resolution, undistorted output grid based solely on the area of overlap.

4 Spectroscopic Reduction Pipeline

Reducing 2D spectra is significantly more complex than standard imaging. We are not just
mapping spatial coordinates; we are mapping photon hits to highly precise wavelengths,
extracting a 1D signal from a 2D matrix, and separating the object’s intrinsic flux from
complex atmospheric and instrumental signatures.
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Aperture Tracing and Extraction

On a cleaned 2D CCD frame, the spectrum of a star appears as a horizontal (or vertical)
band of light. However, optical distortions, prism/grating non-linearities, and mechanical
instrument flexure cause this band to curve slightly across the detector’s dispersion axis.

Tracing is the process of defining a mathematical polynomial function that precisely fol-
lows the centroid of the spectrum along this axis. Because science targets are often too
faint to trace reliably, we typically observe a bright standard star first to define the trace
strongly with high Signal-to-Noise Ratio (SNR). We then force the extraction pipeline to
use this precise geometric shape to extract our faint science targets (Figure 7).

Sky Subtraction in 2D

The night sky glows fiercely due to airglow (e.g., OH molecules in the upper atmosphere),
light pollution, and zodiacal light. For faint distant galaxies, these sky emission lines can
be hundreds of times brighter than the target spectrum.

Instead of subtracting the sky after the 1D extraction, modern pipelines perform 2D sky
subtraction. They model the background sky intensity along the spatial axis (perpendic-
ular to the dispersion trace) using designated sky regions directly adjacent to the target
aperture (Figure 7). This spatial model is evaluated and subtracted row-by-row before
the target flux is summed. This crucial step ensures that tilted, curved, or distorted sky
lines are cleanly removed without leaving residual artifacts in the final 1D spectrum.

Spatial Axis (y)

A

2D Cl d CCBF
Upper Sky egioﬁane 7

|- e — Spectral Trace Centroid
_ - - Spatial Modeling- - = _T:a_r;et Apertl—l;‘; S
- b ) o

Lower Sky Region 37

» Dispersion Axis (z, \)

Figure 7: Conceptual layout of 2D spectral extraction. The curved profile of the spectrum
must be accurately traced. Upper and lower sky regions are used to build a spatial model
of the background emission, which is subtracted from the target aperture before the final
1D flux is summed.

Wavelength Calibration

Once we extract the 1D profile, the x-axis is still measured in pizels. To convert this to
Angstroms (A), we need a dispersion solution. The theoretical dispersion of a spectrograph
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is governed by the grating equation:
mA = d(sin a + sin J3) (8)

where m is the spectral order, d is the groove spacing, « is the incidence angle, and S is
the diffraction angle.

In practice, we obtain an empirical solution rather than relying on theoretical mechanical
values. We observe an Arc Lamp (e.g., Thorium-Argon, Helium-Neon-Argon)—a gas
discharge tube with known, laboratory-cataloged atomic emission lines. By identifying
the exact pixel centroids of these lines on the detector, we fit a high-order mathematical
function (often a Chebyshev or Legendre polynomial) to map ;s — A as illustrated in
Figure 8.

1. Arc Lamp Spectrum (Pixel Space)

Intensity M

~ A
1 )\3
A2

> Pixel (x)

2. Empirical Dispersion Solution

Wavelength A (A)

A

(T4, A1)

(r3,A3)

(z1,A1)

> Pixel ()

Figure 8: The mechanics of empirical wavelength calibration. First, an arc lamp spec-
trum is extracted to identify the pixel centroids of known emission lines (top panel). A
mathematical polynomial is then fitted to these (x, \) pairs to derive the final dispersion
solution (bottom panel), allowing any pixel on the detector to be accurately mapped to
a physical wavelength.

Telluric Correction and Flux Calibration

Even after sky emission is removed and the wavelength axis is calibrated, the data is
still contaminated by the Earth’s atmosphere. The atmosphere absorbs incoming light,
with molecules like Oy and HyO creating massive, dense absorption troughs (e.g., the
Fraunhofer A and B bands) primarily in the red and near-infrared regions of the spectrum.

AST-B09 | Course Notes | L11 | Rogério Monteiro-Oliveira, Ph.D. 12



s MINISTERIO DA
Observatorio CIENCIA, TECNOLOGIA

Nacional E INOVAGAO

The depth of these lines depends on the atmospheric path length (airmass) at the time
of observation.

To remove these, we observe a Telluric Standard Star (usually a hot, featureless A0V star,
or a solar analog G2V star) close in both time and airmass to the target. We divide the
science spectrum by the standard star spectrum to eliminate the atmospheric absorption
lines (Figure 9). Combined with a spectrophotometric standard star (which has a well-
known absolute flux), this final step yields the intrinsic, true physical spectrum (F) vs \)
of the astrophysical object.

Relative Flux

A

Raw Science

Corrected Science

> Wavelength ()

05 Band H>0O Band
Figure 9: The process of Telluric Correction. The raw science target contains both in-
trinsic emission lines and deep atmospheric absorption bands. By dividing the target
by a featureless Telluric Standard Star observed at the same airmass, the atmospheric
absorption is removed while the intrinsic astrophysical features are preserved.

5 Photometric Extraction Tools

Once the images are perfectly reduced, distortion-corrected, and aligned (Sections 2 and
3), we must extract the intrinsic physical flux (and ultimately, the standard magnitude)
of the stars and galaxies within the field.

The precision of this extraction is governed by the complete CCD Noise Equation, which
determines the expected signal-to-noise ratio (SNR) of our photometry:

SNR = N (9)

V/N. + 1o (Ns + Np + N3)

where N, is the total number of source photons, np;, is the number of pixels in the
integration aperture, Ng is the sky background per pixel, Np is the dark current per
pixel, and Npg is the read noise per pixel.
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Aperture Photometry and Corrections

Aperture photometry places a circular mathematical boundary (radius r,,) over the target
and integrates the detected counts. Modern implementations use sub-pizel sampling,
calculating the exact geometric intersection of the circular aperture with the square pixel
grid to prevent flux quantization errors.

To decouple the source flux from the atmospheric and instrumental background (Ng), a
larger, concentric annulus (7, to 7,,) is placed around the star. Because this annulus
may contain faint background stars, cosmic rays, or galaxy gradients, we cannot simply
use the mean. Instead, we use an iterative sigma-clipped median, or an empirical mode
estimator (mgy, ~ 3 x median — 2 x mean), to find the true local background.

The net instrumental flux Fj,. is calculated as:

Finst = Z Iz — Npjg X Mesky (10)

i€ap

Curves of Growth and Aperture Correction: A fundamental tension exists when
choosing rq,. A large aperture captures the faint, extended wings of the Point Spread
Function (PSF), but adds massive amounts of sky noise (n,;,Ns dominates the denomi-
nator of Equation 9 for faint objects). A small aperture maximizes SNR but misses true
stellar flux.

To solve this, we measure faint stars with a strictly small r,, to preserve SNR. Then, we
measure bright, isolated, unsaturated stars at varying radii to plot a "Curve of Growth."
By finding where this curve asymptotically flattens, we derive an Aperture Correction—a
constant magnitude offset that we apply to the small-aperture measurements of faint stars
to recover their total asymptotic flux without the noise penalty.

Figure 10 illustrates the geometry of this technique.

Figure 10: Geometry of Aperture Photometry. The inner aperture (r,,) captures the
stellar core, while the outer annulus (7, to 7,,;) measures the local sky background. Sub-
pixel weighting is applied at the geometric boundaries.
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PSF Fitting Photometry

In critically crowded fields (e.g., Globular Clusters, the Galactic Bulge), standard aper-
tures overlap irreparably. Here, we rely on PSF Fitting Photometry. We construct
an empirical, analytical 2D model of the stellar profile using bright, isolated stars in the
field.

Ground-based seeing is rarely a perfect Gaussian; atmospheric turbulence and optical
scattering create a tight core with broad, heavy wings. We mathematically model this

using a Moffat Profile:
B

I(r) = Io l1 4 (;)Q] (11)

where « scales with the full-width at half-maximum (FWHM) seeing, and § controls the
kurtosis (broadness) of the scattering wings.

Crucially, the PSF is not static. Due to optical aberrations (coma, astigmatism) and slight
tilts in the focal plane, the shape of a star changes across the detector. Advanced pipelines
model « and [ as spatially varying polynomials (e.g., a(x,y) = ¢o + c1x + coy + ca3xy).
The software then simultaneously fits this continuously varying profile to every localized
group of stars. By iteratively subtracting the fitted profiles of bright stars from the image
(the CLEAN algorithm), we can uncover and measure hidden, ultra-faint stars completely
buried in their wings.

Zero-Point Calibration and Transformation

Instrumental magnitudes, defined as m;,ss = —2.5log (Finst), are purely relative to the
specific detector. They must be anchored to standard physical systems (e.g., the AB
system, which is based on absolute spectral flux densities, or the Vega system, anchored
to a Lyrae).

We observe cataloged standard star fields (e.g., Landolt or Stetson fields) across various
airmasses throughout the night to solve the complete photometric transformation matrix:

mstd:minst+ZP—(k/+k,/'C)X+C'O (12)

where ZP is the instrument’s Zero Point (the magnitude offset for an object producing
1 counts/second), X is the airmass (/= sec(z) for zenith angle z), and C is the intrinsic
color index of the star (e.g., B — V).

This expanded equation fully models the physics of the atmosphere and optics: k' is
the primary atmospheric extinction coefficient, while k" is the second-order extinction
(accounting for the fact that blue photons in a wide bandpass are scattered more strongly
than red ones at high airmasses). Finally, the color term ¢ corrects for the inevitable slight
transmission differences between the telescope’s actual physical filters and the idealized
standard photometric filters.
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6 The Software Ecosystem: Current & Historical

The computational ecosystem of astronomical data processing is in a state of continuous
evolution. A comprehensive understanding of observational research requires familiarity
with both the contemporary Python-based frameworks that dominate modern analysis,
and the historical legacy systems responsible for generating the vast archival datasets still
heavily relied upon by the community today.

The Legacy Systems: Architecture and Obsolescence

« IRAF (Image Reduction and Analysis Facility): Developed by NOAO in
the 1980s, IRAF was the absolute standard for optical and IR astronomy for over
thirty years. It is deeply powerful but relies on an archaic, deeply nested command-
line interface (the CL). More critically, it has become increasingly incompatible
with modern computing environments. Written largely in a variant of Fortran and
highly dependent on 32-bit architecture and outdated shell environments (like tcsh),
it is virtually impossible to compile on modern operating systems. Though NOAO
no longer officially supports it, a community-maintained version exists. PyRAF
was developed in the 2000s as a Python wrapper to run IRAF tasks, serving as a
transitional bridge.

« ESO-MIDAS (Munich Image Data Analysis System): The European equiv-
alent of IRAF, heavily used in the 1980s and 90s, particularly for La Silla and early
VLT instruments. It featured a table-driven architecture which was ahead of its
time, though it has similarly faded from active daily use.

The Python Standard: The Astropy Project

Today, the global astronomical community has almost universally migrated to Python,
specifically the Astropy ecosystem. Instead of black-box command lines, astronomers
now write clear, reproducible, object-oriented scripts (often using Jupyter Notebooks for
interactive analysis).

e astropy.io.fits: The core library for reading and manipulating FITS headers
and multi-dimensional data arrays natively into NumPy arrays.

o astropy.wcs & astropy.coordinates: Crucial for transforming pixel coordinates
(x,y) to celestial coordinates (v, d) using the header’s World Coordinate System
(Section 3.1). The SkyCoord object allows for rigorous, epoch-aware coordinate
transformations (e.g., ICRS to Galactic).

e astropy.units: A revolutionary framework that binds physical units to numbers
and arrays, mathematically preventing catastrophic unit-conversion errors (e.g., ac-
cidentally mixing Janskys with erg/s/cm?/A).

o ccdproc: High-level, memory-efficient tools specifically built for the calibration loop
defined in Section 2 (e.g., ccdproc.subtract_bias(), cosmicray_lacosmic()).
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e photutils: The modern replacement for IRAF’s DAOPHOT and apphot packages.
It handles complex background estimation (2D mesh modeling), robust aperture
photometry (Equation 10) with exact sub-pixel intersection, and empirical PSF
fitting (Equation 11).

o specutils: Designed for 1D and 2D spectrum analysis, providing objects to han-
dle dispersion tracking, equivalent width measurements, and multi-component line
fitting.

Automated Space-Based Pipelines

With the advent of massive observatories producing terabytes of data nightly, manual
reduction is often mathematically and logistically impossible. Facilities provide automated
“black box” pipelines that categorize data into processing levels:

e Level 1 (Raw): Uncalibrated detector counts.

« Level 2 (Calibrated): Bias/Dark/Flat corrected, cosmic rays removed, and phys-
ical flux units applied.

o Level 3 (Data Products): Multiple dithered exposures combined into a single,
seamless, distortion-corrected mosaic.

Examples include:

o JWST Pipeline: Written entirely in Python. It handles the highly complex non-
destructive readouts (up-the-ramp sampling) of IR detectors, progressing data from
Level 1 to Level 3.

« HST Pipeline: (e.g., calacs, calwfc3) Historically run automatically when you
request data from the MAST archive. It relies heavily on AstroDrizzle (formerly
MultiDrizzle) to combine undersampled, sub-pixel dithered images into a high-
resolution final frame while explicitly masking cosmic rays.

Never blindly trust an automated pipeline. They are optimized for the “average” obser-
vation. If your target is exceptionally bright (saturating), highly extended (filling the
background regions), or resides in a critically crowded field, the pipeline’s default param-
eters will fail. You must understand the underlying physical steps to identify when the
pipeline misinterprets an anomalous dataset.

7 Source Extraction and Cataloging Tools

The analysis of wide-field survey data for applications such as cosmology, weak lensing,
and galaxy evolution relies on highly automated source extraction algorithms. These tools
are engineered to efficiently process millions of objects, accurately deblend overlapping
sources, and generate the robust photometric catalogs required for large-scale statistical
studies.
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« SExtractor (Source Extractor): Written in C by Emmanuel Bertin in the 1990s,
it remains the undisputed workhorse for extragalactic surveys. SExtractor operates
in distinct conceptual phases:

1. It builds a low-resolution, multi-scale background mesh to model large-scale
sky variations.

2. It calculates an RMS noise map.

3. It uses connected-component algorithms to find contiguous pixels above a de-
fined significance threshold (DETECT_THRESH).

4. It uses a multi-pass thresholding tree to separate (deblend) overlapping galaxies
(DEBLEND_NTHRESH) .

It outputs a highly customizable catalog containing photometry (e.g., MAG__AUTO,
based on elliptical Kron radii), precise astrometry, and shape/morphology metrics
for hundreds of thousands of galaxies in seconds.

e ProFound (Robotham et al. 2018): A newer, highly robust tool available in R
and Python that utilizes watershed deblending algorithms. It is explicitly designed
to handle complex, irregular, overlapping galaxy shapes (like merging systems) sig-
nificantly better than SExtractor’s traditional rigid elliptical apertures.

7.1 Auxiliary Tools: DS9 and TOPCAT

A successful data reduction requires more than just running a script. You have to visually
and statistically inspect both your intermediate frames and final catalogs to ensure the
pipeline’s results actually make physical sense.

e SAOImage DS9: The most popular application for astronomical imaging and
data visualization. Beyond simply displaying 2D FITS arrays and 3D data cubes
(such as those from IFUs or radio interferometry), DS9 is a fully featured analysis
environment. Key capabilities include:

— Astrometry and Alignment: It natively handles complex World Coordinate
Systems (WCS), allowing users to lock multiple frames together by their celes-
tial coordinates. This, combined with multi-frame blinking, is crucial for visu-
ally verifying astrometric alignments, identifying transient sources, or tracking
high-proper-motion objects across different epochs.

— Dynamic Range Scaling: Astronomical images possess extreme dynamic
ranges. DS9 provides customizable scaling algorithms (including IRAF’s ZS-
cale, logarithmic, and power-law stretching) to simultaneously reveal faint
background features without blowing out the cores of bright stars. It also
natively supports the generation of multi-band RGB false-color composites.

— Regions and Statistics: DS9 utilizes a highly robust regional masking system
(.reg files). Users can draw complex shapes (ellipses, polygons, annuli) to
instantly extract real-time local statistics (e.g., surface brightness, centroid
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coordinates, and FWHM). These region files are entirely interoperable with
Python and can be directly ingested into Astropy via the regions package to
define extraction apertures or mask instrumental artifacts.

— Catalog Integration: Through built-in VO (Virtual Observatory) tools,
users can query external databases like SIMBAD or VizieR and overlay cata-
loged sources directly onto the FITS image, providing immediate astronomical
context to an otherwise uncalibrated field.

« TOPCAT (Tool for OPerations on Catalogues And Tables): An indispens-
able Java-based application engineered for the interactive manipulation, analysis,
and visualization of massive tabular datasets. While Astropy is used for scripted
table operations, TOPCAT remains the community standard for rapid, exploratory
catalog analysis. Its core features include:

— High-Performance Cross-Matching: Essential for combining user-extracted
photometry (e.g., from SExtractor) with external archives (such as Gaia DR3,
SDSS, or Pan-STARRS). It utilizes highly optimized k-d tree algorithms to
perform rapid, large-scale spherical cross-matches based on sky coordinates
(o, 0), incorporating proper motions and complex error ellipses.

— Data Handling and Formats: Capable of smoothly rendering and operat-
ing on catalogs containing millions of rows and hundreds of columns without
memory bottlenecks. It natively ingests strict astronomical formats like binary
FITS tables and VOTables, seamlessly converting between them.

— Algebraic Expression Engine: Features a powerful built-in expression eval-
uator (using the Java Expression Library) that allows users to mathematically
define new synthetic columns on the fly. This is routinely used to calculate pho-
tometric colors, derive absolute magnitudes from parallax distances, or apply
complex boolean masking filters to clean data samples.

— Advanced Interactive Visualization: Offers an extensive suite of highly
responsive plotting tools, including 1D histograms, 2D scatter plots, density
maps, and 3D Cartesian or spherical projections. Users can visually isolate
distinct populations in parameter space (e.g., selecting the main sequence on a
Color-Magnitude Diagram) and immediately highlight that exact subset across
all other active plots and data tables.
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These course notes were refined with the assistance of Gemini 3.1 Pro. Unless otherwise
cited, all figures were generated using this tool.
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