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Detectors in Astronomy

AST-B09 Observational Astronomy
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Goals of Lecture 05

This session transitions from the collection of light by telescopes to its measurement
by astronomical detectors. It covers the physical mechanisms of photon detection,
the architecture of modern solid-state sensors, and the statistical foundations of
astronomical data. Its primary objectives are to:

e Understand the physical principles of radiation detection and the interaction
of light with matter across the electromagnetic spectrum.

e Define and analyze key detector performance metrics, such as Quantum Effi-
ciency, Linearity, and Modulation Transfer Function (MTF).

o Examine the physical architecture, operational mechanisms, and practical lim-
itations of modern astronomical detectors, with a special focus on Charge-
Coupled Devices (CCDs).

e Qutline the standard data reduction pipeline required to remove instrumental
signatures and calibrate scientific images.
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1 Physical Principles of Detection

The ultimate goal of an astronomical telescope is not merely to form an image, but to
feed that light into a detector capable of recording the spatial, spectral, and temporal
properties of the incoming photons. As illustrated in Figure 1, a detector is defined as
a system that absorbs electromagnetic radiation and produces a measurable macroscopic
signal (usually electrical) proportional to the incident energy.
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Figure 1: The fundamental role of an astronomical detector. It converts incoming elec-
tromagnetic radiation (carrying spatial, spectral, and temporal information) from the
telescope’s focal plane into a measurable, macroscopic electrical signal.

Fundamentally, astronomical detectors are classified into two broad categories based on
exactly what property of the electromagnetic wave they measure:

o Amplitude (Coherent) Detectors: These detectors respond directly to the in-
stantaneous electric field E(t) of the electromagnetic wave. Because they measure
the wave’s amplitude at any given moment, phase information is preserved.
This allows the signal to be mixed with a local oscillator (heterodyne detection)
and makes post-detection interferometry possible. However, human-built electron-
ics can only physically “keep up” with waves that oscillate relatively slowly. There-
fore, coherent detection is currently only technologically feasible at the low-energy,
low-frequency end of the electromagnetic spectrum (such as radio and millimeter
waves, where A > 200um).

e Quadratic (Incoherent) Detectors: These detectors respond to the power or
intensity of the incident radiation, which is proportional to the time-averaged square
of the electric field (E?(t)). Because they measure a time-averaged intensity rather
than individual wave peaks, phase information is completely lost. Visible
light, infrared, and high-energy radiation (X-rays/gamma rays) oscillate at such
extreme high frequencies that our electronics cannot track their individual cycles.
Instead, detectors operating in these domains simply act as “photon counters”,
falling inherently into this incoherent category.
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2 Key Detector Characteristics

An idealized astronomical detector would capture every single incident photon with per-
fect efficiency, record its exact spatial position without any blurring, respond strictly
linearly from absolute darkness to infinite brightness, and introduce absolutely zero inter-
nal noise into the measurement. Naturally, no physical device achieves this mathematical
perfection.

To rigorously evaluate how a real instrument deviates from this ideal, and to allow as-
tronomers to objectively compare entirely different technologies (e.g., a sub-millimeter
bolometer versus an optical CCD), we define a standardized set of fundamental perfor-
mance metrics. These parameters (derived from the general response model) quantify
the detector’s true sensitivity, its radiometric fidelity, its spatial resolution limits, and the
statistical degradation it inevitably imposes on the incoming astronomical signal.

2.1 The General Response Model

The transformation of incident electromagnetic radiation into a measurable macroscopic
signal can be mathematically generalized. The instantaneous output signal z(t) of a
detector is composed of a baseline dark signal z((t) (acting as additive noise) and a
mathematical response function f. This function f operates over the specific intensity
of the incident radiation I(6,v,t), which must be integrated over the detector’s angular
response P(f) and spectral response ®(v):

2(t) = 2o(t) + f [/A /Aw 1(8, v, ) P(6)®(v) df dv (1)

To fully understand this physical transformation, we must break down the meaning of
each individual term in the equation:

o z(t): The total macroscopic output signal generated by the detector at time t.
Depending on the specific technology, this is usually read out as an electrical current,
a voltage, or discrete digital counts (ADUs).

o zo(t): The dark signal baseline. This is the intrinsic signal the detector produces
even in a state of absolute darkness (zero incident photons). It is primarily caused
by internal thermal fluctuations (dark current) or electronic biases applied by the
readout circuitry.

o f[...]: The transfer function (or response function) of the system. It mathemati-
cally dictates how the absorbed radiant energy is converted into the output signal.
For a well-calibrated scientific detector, this function should be highly linear.

o I(0,v,t): The specific intensity of the astronomical source. This describes the actual
flow of radiant energy arriving at the telescope, which can vary depending on the
angle of incidence (0), the frequency of the light (v), and time (¢).

o P(0): The angular response function. Detectors do not have an infinite field of view;
this term restricts the integration to the specific solid angle (Aw) that the detector
(or an individual pixel) can actually “see” through the telescope optics.
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o ®(v): The spectral response function. No detector is equally sensitive to all colors of
light. This term accounts for the physical bandpass of the detector and any filters
placed in the optical path, integrated over the operational frequency range (Av).

2.2 Quantum Efficiency (QE) and DQE

Standard Quantum Efficiency (QE) is the fundamental measure of a detector’s radiometric
sensitivity. It is defined as the simple fraction of incident photons that successfully interact
with the detector material to produce measurable photo-electrons:

_Ne_
N

Y

QE(X)

(2)

where N, represents the total number of generated photo-electrons and N, is the total
number of incident photons arriving at the detector. Because this conversion probability
is strictly governed by the photon’s energy and the specific bandgap of the material, QE
is highly wavelength-dependent, commonly denoted as n(A) or QE(N).

As illustrated in Figure 2, astronomical detectors have undergone a massive evolutionary
leap. Historical photographic film struggled to capture more than 2% to 3% of incident
photons, and even the human eye peaks at roughly 10% efficiency in the green portion
of the spectrum. In contrast, modern solid-state devices act as nearly perfect photon
traps. While front-illuminated CCDs lose some photons to their metallic gate structures
(peaking around 50%), back-illuminated (thinned) CCDs provide an unobstructed path
to the silicon lattice, routinely achieving QE values in excess of 90%. The sharp drop-offs
at either end of the curve are dictated by physical limits: UV photons lack the penetration
depth to reach the active pixels, while IR photons lack the energy required to cross the
semiconductor’s bandgap.

However, standard QE has a critical blind spot: it evaluates pure photon conversion
while completely ignoring the internal noise generated by the detector’s own electronics.
A sensor could theoretically have a 99% QE, but if it adds massive amounts of thermal
dark current or read noise to the image, the scientific utility of the data will be utterly
compromised.

To characterize realistic sensors, astronomers rely on a more rigorous metric known as
the Detective Quantum Efficiency (DQE). DQE directly evaluates the degradation
of the signal’s statistical quality as it passes through the detection system. It is defined
by comparing the relative variance of a real detector to that of an idealized, perfectly

noiseless detector: (02 /(N?)) SN R2
0' .
B ideal — out
OF = o Diea  SNEE, i

Because the expression ((N?)/0?) is mathematically equivalent to the squared Signal-to-
Noise Ratio (SN R?), the DQE simply represents the ratio of the actual measured SN R?

out

to the theoretical best SN R?, provided by the universe. For any physical instrument, DQE

is always strictly less than standard QE (DQFE < QF), making it the ultimate benchmark
for a telescope’s ability to observe faint astronomical targets.
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Figure 2: Comparison of typical Quantum Efficiency curves across different optical de-
tectors. Solid-state CCDs vastly outperform traditional photographic film and the hu-
man eye, with thinned, back-illuminated devices achieving near-perfect photon conversion
across the visible spectrum.

2.3 Linearity and Dynamic Range

The operational range of any detector is strictly bounded by two extremes, as visualized
in Figure 3. The lower bound is the detection limit (7,,;,), below which the incoming
signal produces no response (f(/) = 0) and the output is entirely dominated by the dark
signal zo. The upper bound is the saturation limit (/,,,,), beyond which the detector’s
response function f(/) becomes a flat constant regardless of how much more light is added.

Ideally, between these two limits, the detector’s response function should be strictly linear.
While an idealized detector perfectly maps incident power to output signal via a strictly
straight line, physical detectors inevitably suffer from non-linearities. At lower signal
levels, a high-quality detector will closely track the ideal linear regime. However, as the
incoming flux increases and approaches the physical limits of the pixel well or the readout
amplifiers, the real response curve begins to “roll off” (compress). It loses sensitivity and
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deviates below the ideal line before eventually hitting the hard saturation limit.

The dynamic range of the instrument is formally defined as the ratio of the maximum
measurable signal to the dark signal baseline (x,,../70). Modern solid-state detectors
possess an excellent dynamic range, capable of linearly measuring from a handful of
photons up to roughly 10° electrons before saturation occurs.

Saturation Limit
xmax

)

i<— Ideal Dynamic Range —

Output Signal z(t)

I main I max

Integrated Incident Radiant Power (1;,)

Figure 3: The generalized detector response model comparing ideal and real behaviors.
Below the detection limit (/,,,), the output is completely dominated by the dark signal
baseline (zg). Above I,,;,, an ideal signal increases linearly until it hits a hard saturation
plateau (Zaz) at Inae. A real detector, however, suffers from non-linearities and signal
compression as it approaches its physical limits, causing the curve to roll off early.

2.4 Spatial Response and the Modulation Transfer Function
(MTF)

Modern optical astronomy predominantly uses multi-channel (two-dimensional) discrete
detectors, such as CCDs or CMOS arrays. In these systems, each channel (or pixel)
corresponds to a specific solid angle of the sky. The recorded macroscopic 2D signal
S(z,y) is mathematically equivalent to the convolution of the true incident intensity
I(x,y) with the detector’s specific spatial response function G(x,y):

S(x,y) = I(z,y) * G(z,y) (4)

The function G(z,y) encapsulates the spatial blurring introduced strictly by the detector
itself. Even if the telescope optics were completely devoid of diffraction or aberrations,
an infinitely small point source of light would still be spread out in the final image. This
is driven by several physical mechanisms: the finite geometric size of the pixels (acting as
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a 2D “boxcar” integration window), the thermal diffusion of photo-electrons within the
semiconductor lattice before they are trapped in a potential well, and optical cross-talk
where photons scatter into adjacent pixels.

To evaluate this resolution limit mathematically, we transition to the frequency domain.
The absolute magnitude of the Fourier transform of the spatial response function, nor-
malized to unity at zero frequency, is known as the Modulation Transfer Function
(MTF):

MTF(k) = 1G] (5)

|G(0)]

where k represents the spatial frequency, typically measured in cycles per millimeter (or
cycles per pixel). In this expression:

« G(k) is the Fourier transform of the detector’s spatial response function.

« |G(k)| evaluates the absolute magnitude, isolating how much contrast amplitude is
retained while ignoring positional shifts (phase).

« |G(0)| serves as a normalization factor representing a perfectly uniform flat field
(k = 0). This ensures the MTF starts exactly at 1.0 (100% contrast transfer) for
extended, unvarying sources.

The MTF is a fundamental metric because it rigorously quantifies the detector’s ability
to transfer spatial contrast from the original astronomical object to the recorded digital
data. An MTF of 1.0 indicates perfect contrast preservation, which usually only occurs at
very low spatial frequencies (large, extended structures like molecular clouds). As spatial
frequency increases, representing progressively finer details like the gap between a tight
binary star system, the MTF rolls off. When the MTF approaches zero, the contrast
between light and dark fringes is completely washed out, meaning those structural details
are irretrievably lost to the detector’s internal blurring.

Furthermore, because modern detectors are composed of a discrete grid of pixels rather
than a continuous recording surface, their absolute resolution is strictly governed by the
Nyquist-Shannon sampling theorem. This theorem dictates that to accurately cap-
ture a spatial pattern, the detector must sample it at least twice per cycle (i.e., you need
at least one pixel for the bright peak and one pixel for the dark trough). Because of this
geometric limit, the maximum possible spatial frequency that a detector can faithfully
reconstruct is known as the Nyquist frequency (ky). It is determined entirely by the
physical distance between the centers of adjacent pixels, known as the pixel pitch (p):

1

ey = —
N 2p

(6)

If an astronomical target contains ultra-fine details that vary more rapidly than the
Nyquist limit (spatial frequencies higher than ky), the detector physically cannot capture
the rapid changes in light, resulting in undersampling. Importantly, having pixels that
are too large doesn’t just make the image blurry; it creates false signals called aliasing
artifacts. As illustrated in Figure 4, undersampling causes the detector to misinterpret
tiny, sharp details that fall into the gaps between pixels.
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From a mathematical perspective (Figure 4a), high-frequency spatial variations are recorded
as completely fake, lower-frequency patterns. In visual astronomical images (Figure 4b),
this means that details too small to be resolved properly actually corrupt the image data
instead of just blurring away. Specifically, as shown in the first visual example (Figure 4b,
Scenario 1), a continuous, perfectly smooth star is reduced to a discrete recorded image
with blocky, jagged edges. Additionally, the second visual example (Figure 4b, Scenario
2) demonstrates how tightly packed, high-frequency structures (such as ultra-fine concen-
tric rings) interact with the coarse sensor grid to fabricate large-scale moiré swirl patterns
that do not actually exist in the sky.

2.5 System Gain and Quantization Noise

Astronomical detectors do not output a direct count of electrons. Instead, the trapped
photo-electrons are shifted to an output amplifier (sense node), converted into a continu-
ous analog voltage, and finally fed into an Analog-to-Digital Converter (ADC). The ADC
digitizes this continuous voltage into discrete integer values called Analog-to-Digital
Units (ADUs) (also commonly referred to as Data Numbers, or simply “counts”). This
is the raw integer value actually saved in the computer’s image file (e.g., the FITS file).

The conversion factor bridging the gap between the physical electrons collected by the
sensor and the digital counts saved to the computer is a critical parameter known as the
Gain (g). System gain is strictly defined as the number of photo-electrons required to
produce a single digital count:

Ne- = g X Napy (7)

(Note: Gain is physically measured in units of e~ /ADU. Therefore, multiplying the
recorded ADU count by the gain yields the true number of physical electrons).

Because the ADC must round a continuous, infinitely variable analog voltage into a strict,
discrete integer bin, it inevitably introduces a mathematical rounding error into the data.
This mathematically inescapable error is known as quantization noise. If the rounding
error is modeled as uniformly distributed between —0.5 and +0.5 ADU, the variance of
this noise in digital counts is exactly 1/12. When converted back into physical electrons,
this yields an RMS quantization noise of:

— 9 ~0280g [e- RMS] 8)

g
@ /12

Choosing the correct gain is a critical balancing act in instrument design, presenting a
strict trade-off between dynamic range and noise profiling:

« High Gain (e.g., g = 4e¢~/ADU): Ensures that the full physical electron capacity
of the pixel (the “full well”) can be captured within the maximum numerical limit of
the ADC (e.g., 65,535 for a 16-bit converter). However, this increases quantization
noise (~ 1.16 ¢7). If the camera’s intrinsic analog read noise is very low (e.g., 2¢e7),
this massive rounding error will artificially dominate the noise floor and ruin the
measurement of faint signals.
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(a) Mathematical View: False Frequency Generation (Undersampling)
True high-frequency details (kK > ky, red) are recorded by sparse

sampling points (blue dots) as a completely different, false low-

frequency pattern (blue curve). Phase and contrast are corrupt.
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(b) Visual Examples of Detector-Induced Corruption (Aliasing)
Pixels too large (ksample < ksky) create false signals.” Gaps create
jagged edges and fabricated large-scale wavy artifacts (moiré).
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Figure 4: The effects of undersampling and aliasing. (a) Mathematical representation
demonstrating how a high-frequency true signal (dashed red) sampled at sparse intervals
(blue dots) produces a completely false, low-frequency aliased signal (solid blue). (b)
Visual consequences of aliasing in astronomical imaging: smooth continuous structures

like stars degrade into jagged, discrete pixels (top), while ultra-fine high-frequency details
fabricate entirely false, large-scale moiré swirl patterns (bottom).
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« Low Gain (e.g., g = 0.5¢7/ADU): Effectively eliminates quantization noise
(~ 0.14e7), ensuring the camera operates strictly at its analog read noise limit.
However, the ADC will numerically “max out” at 65,535 ADU (which corresponds
to only 32,767 electrons), meaning the digital image will artificially saturate long
before the physical silicon pixel is actually full, drastically reducing the dynamic
range for bright stars.

3 Physical Interactions with Matter

Depending on the energy of the incoming photons, quadratic detectors rely on different
fundamental physical interactions with matter to generate a macroscopic signal. Because
photon energy scales inversely with wavelength (E = he/)\), different regimes of the
electromagnetic spectrum demand completely different detector technologies. Table 1
summarizes these mechanisms, which are detailed below in order of decreasing photon
energy.

Table 1: Physical interactions and detection of radiation across the electromagnetic spec-
trum.

Wavelength Spectral Band Physical Interaction Detector Example
< 1nm ~y-ray, X-ray Nuclear interactions Proportional coun-
Ionization of gases/solids ters
Solid-state  ioniza-
tion
1nm—1pm UV, Visible, NIR Photochemical effect: Photographic plates

Molecular bonds broken

Photoemission effect: Photomultiplier
Electrons ejected into vacuum  Tubes (PMTs)

Photoconduction effect: CCDs, CMOS arrays
Electrons excited to conduc-

tion band

1 pum—1mm MIR, FIR, Sub-mm Thermal effect: Bolometers
Macroscopic heating of mate-
rial

> 1 mm Millimetric, Radio Coherent Detection: Heterodyne re-
Direct response to E(t) ceivers, Antennas

3.1 Ionization and Nuclear Interactions (y-rays, X-rays)

At wavelengths shorter than 1 nm, photons transition into the high-energy regime of X-
rays and Gamma-rays (E 2 1 keV). Because these photons possess energies far exceeding
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the binding energy of valence electrons, they do not merely “nudge” electrons into con-
duction bands; they strip them violently from atoms. Depending on the exact energy of
the photon, this occurs via the photoelectric effect, Compton scattering, or even direct
electron-positron pair production.

Historically, a fundamental tool for X-ray astronomy has been the Proportional Counter.
As illustrated in Figure ba, it consists of a chamber filled with an inert gas (e.g., Argon
or Xenon) and a thin central anode wire held at a high positive voltage.

When an incident X-ray photon enters the chamber, it is absorbed by a gas atom, which
then ejects a highly energetic primary photo-electron. As this electron is accelerated
toward the central wire by the intense electric field, it gains enough kinetic energy to ionize
subsequent gas atoms in its path. This creates a “Townsend avalanche”, a macroscopic
cascade of secondary electrons. Because the total number of electrons reaching the anode
is strictly proportional to the energy of the original X-ray photon, the resulting electrical
pulse allows astronomers to perform direct high-energy spectroscopy.

High-Energy X-ray

Ton (+)
X-ray Photon

MWWWWWWWWW

Primary Ionization

!:.k Anode (+V)

Electron
Avalanche

N Dense Chdrge Cloud
h‘ (~ Hundrdds of ¢™)

E-field Prift J

Pixel 1 Pixel 2
(+V) +V)

(a) Gas Proportional Counter (b) Solid-State X-ray CCD

Figure 5: Comparison of high-energy detection techniques. (a) Historically, proportional
counters measured energy via a gas ionization avalanche. (b) Modern X-ray CCDs use
solid-state silicon, where a single penetrating X-ray generates a macroscopic cloud of
electron-hole pairs exactly proportional to its incident energy.

In modern flagship missions like Chandra or XMM-Newton, gas chambers are mostly re-
placed by solid-state ionization detectors, specifically X-ray CCDs (Figure 5b). While
a visible-light photon creates only a single electron-hole pair in a semiconductor, a high-
energy X-ray photon behaves like a bowling ball crashing through the crystal lattice. In
Silicon, it takes roughly 3.65 eV of energy to generate one electron-hole pair. Therefore,
a single 1 keV X-ray photon will generate a localized cloud of exactly ~ 274 pairs simul-
taneously. By measuring the total charge collected in a single pixel from one event, the
detector acts as an intrinsic “energy-dispersive” sensor, inherently coloring every individ-
ual photon by its exact energy.

For even higher energies (y-rays, £ 2 100 keV), photons become so penetrating that they
would pass straight through a thin Silicon CCD without interacting. To capture them,
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detectors use thick, dense, high-Z scintillation crystals (such as Sodium lodide, Nal,
or Bismuth Germanate, BGO). These massive crystals force the Gamma-ray to interact,
converting its extreme nuclear energy into a sudden flash of thousands of visible-light
photons. This light flash is then captured and amplified by the Photomultiplier Tubes
(PMTs) described in the following sections.

3.2 The Photochemical Effect (UV, Visible)

Historically the first astronomical detector, the photochemical effect utilizes the energy
of incident photons to trigger irreversible structural changes in molecules. The classic
example is the photographic plate, which consists of silver halide crystals (e.g., AgBr)
suspended in a gelatin emulsion.

When a photon strikes the crystal, it liberates an electron. This electron migrates to a
sensitivity speck (a crystalline defect) where it attracts and neutralizes a silver ion (Ag™),
converting it into a metallic silver atom (Ag®). This creates a “latent image”. Later, a
chemical development process amplifies this effect, reducing the entire exposed crystal
to opaque, black metallic silver. While revolutionary for its time, this process is highly
inefficient, offering a quantum efficiency of only ~ 1% — 3% and suffering from severe
non-linearities (reciprocity failure) during long astronomical exposures.

3.3 The Photoemission Effect (UV, Visible, NIR)

Based on the external photoelectric effect (explained by Einstein in 1905), this mechanism
involves a photon ejecting an electron completely out of a material and into a vacuum.
For this to occur, the photon’s energy must exceed the material’s “work function” (W):

hy > W (9)

This principle is the basis of the Photomultiplier Tube (PMT), illustrated in Figure
6. An incoming photon strikes a photocathode, ejecting a primary electron into a vac-
uum tube. A strong electric field accelerates this electron toward a series of positively
charged electrodes called dynodes. Each time an electron strikes a dynode, it ejects several
secondary electrons, creating a massive avalanche effect.

A single photon can result in a measurable, macroscopic pulse of 10 electrons at the
anode. Because PMTs are generally single-pixel (or very low pixel-count) devices and
their quantum efficiency peaks at roughly 20% — 30%, they have been entirely replaced
by CCDs for standard optical imaging.

However, PMTs remain the absolute standard for specific fields of modern astrophysics.
Because the electron avalanche happens almost instantaneously and there is no “readout
clocking” required, PMTs offer unparalleled temporal resolution (on the order of nanosec-
onds) and true zero read noise. Today, massive arrays of PMTs are the heart of:

e Neutrino Observatories: Facilities like Super-Kamiokande and IceCube use thou-
sands of massive, 20-inch PMTs to detect the faint, split-second Cherenkov flashes
produced when neutrinos interact with water or ice.
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Figure 6: Schematic of a Photomultiplier Tube (PMT). The photoemission effect ejects a
single electron, which is multiplied geometrically by a cascade of dynodes into a macro-
scopic electrical pulse.

o« Gamma-Ray Astronomy: Atmospheric Cherenkov Telescopes (like MAGIC,
H.E.S.S., and the upcoming CTA) use cameras built from hundreds of PMTs to
capture the nanosecond-long flashes of blue light produced by high-energy cosmic
rays hitting the upper atmosphere.

3.4 The Photoconduction Effect (Visible, Near-IR, Mid-IR)

Unlike photoemission, where the electron leaves the material, photoconduction is an in-
ternal photoelectric effect. It occurs inside the crystal lattice of a semiconductor (such
as Silicon, Germanium, or alloys like HgCdTe). Because the atoms in a solid lattice
are packed so closely together, their discrete atomic energy levels merge into continuous
bands. The outermost bound electrons completely fill the valence band. Above this lies
the conduction band, where electrons are delocalized and free to move as an electrical
current. Separating them is a strictly forbidden energy region called the bandgap (E,).

When a photon penetrates the lattice, it can transfer its energy to a valence electron. If
the photon’s energy is greater than or equal to the bandgap (hc/A > E,), the electron
jumps the gap into the conduction band, leaving behind a positively charged “hole” in
the valence band. This creates an electron-hole pair, which is temporarily trapped in a
local electrostatic well (a pixel) until the exposure is finished and the detector is read out.
Because no electrons are forced to physically leave the material, this internal process is
incredibly efficient, allowing modern Charge-Coupled Devices (CCDs) and CMOS sensors
to routinely achieve quantum efficiencies exceeding 90%.

To cover different wavelength regimes, astronomical detectors rely on two distinct varia-
tions of this photoconductive effect (as illustrated in Figure 7):

1. Intrinsic Photoconduction: The photon excites an electron directly from the
valence band to the conduction band across the full bandgap. The strict cutoff
wavelength is defined entirely by the semiconductor’s natural bandgap:

he 1.24
A == R = 1
maslm) = 5 S (10)

For pure Silicon at cryogenic temperatures, F, ~ 1.14 eV, yielding a strict cutoff
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at Apaz =~ 1.1 pm. To observe the Near-IR (up to ~ 5 um), astronomers use
alloys with smaller intrinsic bandgaps, such as Indium Gallium Arsenide (InGaAs)
or Mercury Cadmium Telluride (HgCdTe).

2. Extrinsic Photoconduction: To detect Mid-IR light (5 ym — 30 um), the re-
quired bandgap would be so impossibly small that the material wouldn’t hold to-
gether. Instead, astronomers purposefully introduce impurities (dopants) into mate-
rials like Silicon or Germanium. These dopants create new, localized energy states
inside the forbidden bandgap. A low-energy infrared photon can then excite an
electron from this shallow impurity level into the conduction band.

Conduction Band Conduction Band
Electron (e™) Electron (e™)
o o
A A
! 1
' ANAAAAAAA A== = = = = = =
1 Eg Donor Impurity Level
I
1
o
Hole (ht)
Valence Band Valence Band

(a) Intrinsic Photoconduction (b) Extrinsic Photoconduction

Figure 7: Photoconduction mechanisms in astronomical detectors. (a) Intrinsic relies
on the full bandgap, while (b) extrinsic uses donor impurities to detect lower-energy
Mid-IR photons.

One severe consequence of relying on small intrinsic bandgaps or shallow extrinsic impu-
rity levels is that macroscopic thermal energy (Eiperma ~ kT) can spontaneously excite
electrons into the conduction band without any incoming photons. This creates a false
signal known as dark current. Consequently, while a standard Silicon CCD can operate
efficiently at liquid nitrogen temperatures (—100°C), a Mid-IR extrinsic detector must be
cooled to liquid helium temperatures (~ 4 K) to prevent it from immediately saturating
from its own heat.

3.5 The Thermal Effect (Far-IR, Sub-millimeter)

At far-infrared and sub-millimeter wavelengths, photons possess incredibly low energies
(e.g., < 0.01 eV). This energy is insufficient to break chemical bonds, eject electrons, or
cross the bandgaps of standard semiconductors. Consequently, astronomers must rely on
the macroscopic thermal effect rather than individual quantum interactions.

The primary instrument for this regime is the Bolometer (Figure 8). It consists of a
highly absorptive material with a very small heat capacity (C'), suspended and connected
to a thermal bath via a weak thermal link (G). When low-energy photons strike the
absorber, their energy is thermalized, causing a tiny macroscopic temperature spike of
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AT = E/C. A carefully calibrated thermistor (a component whose electrical resistance,
R, changes drastically with temperature) measures this change. Because the signal relies
entirely on heat, the entire detector apparatus must be cooled to extreme cryogenic tem-
peratures, often fractions of a degree above absolute zero (~ 0.1 K), to prevent its own
intrinsic thermal emission from drowning out the cosmic signal.

Readout Circuit
(Measures AR)

S

Thermistor (R)

Absorber
Heat Capacity C
Temp: T =Ty + AT

Weak Thermal Link (G)

Cryogenic Thermal Bath (Heat Sink) at Ty

Figure 8: Thermal detection using a Bolometer. Absorbed low-energy photons cause a
macroscopic temperature rise (AT = E/C'), which alters the electrical resistance of the
thermistor. The entire system must be cooled near absolute zero to suppress internal
thermal noise.

3.6 Coherent Detection (Radio, Millimeter)

At the lowest energies and longest wavelengths (radio and millimeter regimes, A 2 1 mm),
the energy of an individual photon (£ = hr) is minuscule, often millions of times smaller
than the ambient thermal energy. Consequently, counting discrete photon absorption
events is practically impossible. Instead, detectors operate in the classical wave limit,
focusing on the continuous properties of the incoming electromagnetic wave through a
process known as coherent detection.

Rather than utilizing a semiconductor bandgap or a thermal absorber, coherent detection
employs an antenna. As the astronomical radio wave washes over the conducting surface
of the antenna, its alternating electric field, E(t), exerts a Lorentz force on the free
electrons within the metal. This force drives the electrons back and forth, inducing
a macroscopic alternating current (AC) in the receiver circuit. Crucially, this induced
voltage V/(t) is directly proportional to the incident electric field, perfectly preserving
both the amplitude and the phase of the astronomical signal.

For high-frequency radio and millimeter waves (e.g., 100 GHz to over 1 THz), this induced
AC signal oscillates far too rapidly for standard digital electronics to record directly. To
solve this, astronomers use a heterodyne receiver (illustrated in Figure 9). The faint
astronomical signal (the Radio Frequency or RF, with angular frequency wgp) is combined
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in a non-linear electrical component called a mixer with a strong, stable, locally generated
sine wave (the Local Oscillator or LO, with frequency wro).

Mixer Sum & IF Signal
V x Cos(prt)/-\ Difference Low-Pass (WwrF —wLO) o ADC &
N >< - - o o

Filter ~ Correlator

Antenna

RF Signal
cos(wpot)

Local Oscillator

Figure 9: A basic heterodyne receiver block diagram. The high-frequency astronomical
signal (wgr) is mixed with a local oscillator (wro). A low-pass filter isolates the slower
difference frequency (IF), allowing conventional electronics to digitize the signal while
preserving its original phase.

The mixer essentially multiplies these two waves together. By trigonometric identity, this
generates new signal components at both the sum and the difference of the two original
frequencies:

Vinizer < co8(wrpt) X cos(wpot) = 5 [cos((wrr — wro)t) + cos((wrr +wro)t)]  (11)

The high-frequency sum is filtered out by the electronics, leaving only the much slower
difference frequency, known as the Intermediate Frequency (IF). By tuning the LO
frequency to be very close to the astronomical RF signal, the resulting IF is “down-
converted” to a manageable frequency (often a few GHz). This IF signal retains all the
original amplitude and phase information of the cosmic source, but is slow enough to be
easily amplified, digitized, and analyzed by modern computers.

Because this coherent down-conversion preserves the exact timing (phase) of the wave’s
peaks and troughs (not just its total intensity) it unlocks the ultimate superpower of
radio astronomy: Interferometry. By equipping multiple distant telescopes with highly
precise atomic clocks, astronomers can independently record the electric field at different
locations on Earth. These digital recordings can later be synchronized and correlated
in a supercomputer. This technique, Very Long Baseline Interferometry (VLBI),
effectively synthesizes a virtual telescope as large as the distance between the antennas,
yielding the highest angular resolution in all of astronomy.

4 Charge-Coupled Devices (CCDs)

Invented in 1969 by Willard S. Boyle and George E. Smith (a breakthrough that earned
them a share of the 2009 Nobel Prize in Physics), the CCD revolutionized observational

AST-B09 | Course Notes | L05 | Rogério Monteiro-Oliveira, Ph.D. 17



s MINISTERIO DA
Observatorio CIENCIA, TECNOLOGIA

Nacional E INOVAGAO

astronomy by offering a linear, highly efficient, and easily digitized alternative to photo-
graphic plates. At its core, a CCD is an analog shift register fabricated on a silicon wafer,
relying on the metal-oxide-semiconductor (MOS) capacitor as its fundamental building
block.

As established in section 3.4, incident photons generate electron-hole pairs via the intrinsic
photoconductive effect. This dynamic sequence is captured in Figure 10a, which illustrates
the four-stage transition from photon absorption to the separation of charge carriers within
the silicon lattice. However, simply generating these carriers is not enough; for a detector
to function, the generated photo-electrons must be temporarily trapped and prevented
from immediately recombining with the holes or thermally diffusing away.

In a CCD, this is achieved using the MOS capacitor operating in a strict non-equilibrium
state known as deep depletion. A standard CCD pixel consists of a heavily doped polysil-
icon gate electrode (the “metal”), a thin insulating layer of silicon dioxide (SiOs), and a
lightly doped p-type silicon substrate. When a positive bias voltage (Vi) is applied to
the gate, the resulting electric field penetrates through the oxide into the semiconduc-
tor. As shown in the cross-section of Figure 10b, this field violently repels the majority
charge carriers (holes) away from the Si-SiO, interface, creating a region devoid of mobile
charges.

The resulting electrostatic potential ¢(z) within this region is governed by the 1D Pois-

son’s Equation:
d? N
o _ _plx) _ aNa (12)
dx? €gi €si

where ¢(z) is the electrostatic potential, p(x) is the volume charge density, €, is the
permittivity of silicon, ¢ is the elementary charge, and N, is the acceptor doping con-
centration. Integrating this yields a parabolic potential profile extending into the silicon.
Thermodynamically, this forces the semiconductor’s energy bands (the conduction band
E. and valence band E,) to bend steeply downwards near the interface. This state, known
as deep depletion, is illustrated in Figure 10c. Here, a sharp, triangular potential well
forms at the interface, instantly sweeping photo-electrons down this gradient and trapping
them in an “inversion layer” notch.

Once the signal is collected, it must be moved to the output node for digitization. This
is the “shift register” aspect of the device, shown in Figure 10d. By cyclically varying the
voltage on adjacent gates using a multi-phase clock (¢, 2, ¢3), the potential wells are
physically shifted, dragging the stored electron packets from one pixel to the next across
the array.

To prevent these stored electrons from spilling horizontally into adjacent pixels during
this transfer, the columns are strictly defined by implanting heavily doped p' regions
known as channel stops. Because the acceptor concentration (N,) is extremely high in
these regions, the depletion depth x4 approaches zero, creating permanent, high-potential
“walls” as mapped in Figure 11.
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Charge-Coupled Device (CCD) Physics and Architecture Overview

a) Charge Carrier Dynamics | b) MOS Capacitor Cross-Section c) Deep Depletion Energy Level Profile
1. Incident p-type silicon | Polysilicon Gate 0 Vg > 0 <—o (input) Thermal equilibrium Deep Depletion
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Figure 10: Comprehensive Overview of CCD Physics and Architecture. a)
Charge Carrier Dynamics: Sequence showing photon absorption creating an electron-
hole pair, followed by field-driven separation. b) MOS Capacitor Cross-Section: The
physical pixel structure where Vi > 0 repels holes to form a depletion region. ¢) Deep
Depletion Energy Level Profile: Band diagram showing the downward bending of E,
and E, to form a potential well. d) CCD Pixel Array and Clocks: The shift register
mechanism using multi-phase clocks (¢1, ¢2, ¢3) to move charge packets.

4.1 Illumination Architecture

The structural differences between front-illuminated and back-illuminated (thinned) CCDs
have a profound impact on the device’s sensitivity. The probability of a photon being ab-
sorbed at a depth z is governed by the absorption coefficient «()), with the optical flux
decaying exponentially as I(z) = Ipe~**. The penetration depth is defined as [ = 1/a(\).

Blue and UV photons (300 to 400 nm) have a very short penetration depth (I < 1
pm). In a standard front-illuminated CCD, these photons are absorbed entirely within
the overlying polysilicon gate structure and the silicon dioxide insulating layer, never
reaching the active depletion region. This fundamentally limits their quantum efficiency
in the blue to roughly 10% to 30%, as seen in the comparison in Figure 2.

To solve this, back-illuminated (thinned) CCDs were developed, as compared in Figure 12.
The bulk substrate is chemically and mechanically etched away until the entire device is
only 10 to 15 pm thick. The chip is inverted, allowing photons to directly enter the active
depletion region without passing through the electrodes, achieving near-perfect photon
conversion rates. Bare silicon, however, has a high refractive index (n & 3.6), which
naturally reflects over 30% of incident light. To mitigate this reflection, special Anti-
Reflection (AR) coatings are applied to the surface. These coatings work using thin-film
interference, identical to the optical effect that creates colorful swirls in a soap bubble. By
making the coating a highly specific, microscopic thickness, the light waves reflecting off
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MOS Capacitor Cross-Section
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Figure 11: Top: Physical cross-section showing channel stops. Bottom: Resulting lateral
potential well confining electrons.

the top and bottom boundaries of the coating naturally cancel each other out, eliminating
glare and maximizing throughput.

Thinning, however, introduces a severe complication at red wavelengths (> 700 nm). Be-
cause the penetration depth becomes comparable to the physical thickness of the thinned
CCD (d ~ 15 pm), red photons can pass entirely through the silicon, reflect off the
polysilicon gates at the front surface, and bounce back.

The thinned silicon membrane essentially acts as a microscopic optical echo chamber. Be-
cause the chemical thinning process leaves microscopic variations in the physical thickness
of the silicon wafer, these bouncing light waves will either amplify or cancel each other
out depending on the exact thickness at any given pixel. This alternating interference
creates a severe contour map of fringing (often called “wood-graining”) directly on the
resulting image. This fringing is highly sensitive to the exact spectrum of night sky emis-
sion lines, making it one of the most notoriously demanding artifacts to remove during
data processing.

4.2 Charge Transfer and the Readout Process

Transporting the collected electron packets to the output amplifier requires meticulous
manipulation of the potential wells created by the electrodes (clocking). To understand
this macroscopic behavior, astronomers often use the “bucket brigade” analogy. Imagine
the pixels as a grid of buckets catching rain (photons). To measure the water, you cannot
pick up individual buckets; instead, you must pass the water bucket-by-bucket to a single
measuring station at the corner of the field, as conceptually illustrated in Figure 13.
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Front-Illuminated CCD Back-Illuminated (Thinned) CCD
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Figure 12: Comparison of CCD illumination architectures. Front-illuminated chips block
incoming blue photons, whereas back-illuminated chips offer unobstructed access to the
silicon lattice.
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CCD THEORY: A FUNCTIONAL MODEL \
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* COLLECTION BASINS = PIXEL WELLS
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OUTPUT QUANTITATION
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Figure 13: The bucket brigade analogy for CCD charge transfer. Raindrops represent
incoming photons that collect as water (charge) in a grid of buckets (pixels). During the
readout phase, the collected water is systematically passed row-by-row toward a single
measuring station (the output amplifier and ADC) at the corner of the field, illustrating
the parallel and serial clocking processes required to digitize the image.

Early CCDs were surface-channel devices, storing charge directly against the Si-SiO,
interface. However, dangling chemical bonds at this surface acted like microscopic “pot-
holes”, trapping electrons and releasing them late, which smeared the resulting image.

AST-B09 | Course Notes | L05 | Rogério Monteiro-Oliveira, Ph.D. 21



s MINISTERIO DA
Observatorio CIENCIA, TECNOLOGIA

Nacional E INOVAGAO

Modern astronomical CCDs solve this using a Buried-Channel architecture. By adding
a thin layer of n-type silicon, the potential minimum is pushed deeper into the bulk silicon,
allowing the electrons to travel along a smooth, trap-free path.

The efficiency of this bucket-passing is quantified by the Charge Transfer Efficiency (CTE).
For a CCD with N transfers, the remaining signal S,,; from an initial signal S;,, is:

_ N
out — Min
Soput = Sin(CTE) (13)

Because a charge packet might undergo thousands of transfers to reach the amplifier, a
scientific CCD must achieve a CTE > 0.99999 per transfer to prevent measurable image
degradation.

The readout sequence itself is divided into two distinct orthogonal movements, mapping
directly to our analogy:

1. Parallel (Vertical) Transfer: The entire 2D grid of active buckets shifts forward
simultaneously by one row, controlled by the multi-phase clocks (¢1, @2, ¢3) discussed
earlier. The bottom-most row of buckets is dumped onto a specialized 1D conveyor
belt at the edge of the field called the serial register.

2. Serial (Horizontal) Transfer: The forward shifting of the main grid pauses. The
front conveyor belt is then rapidly cranked horizontally, moving the buckets one by
one into the measuring station (the output amplifier).

Once the serial conveyor belt is completely empty, the main grid shifts the next row of
buckets forward, and the process repeats until the entire field is measured.

4.3 The Output Amplifier, Bias, and Overscan

At the end of the serial register lies the Output Amplifier (the measuring station). As
each charge packet (@) arrives, it is dumped onto a capacitor (C'), inducing a tiny voltage
(V = @Q/C). This analog voltage is amplified and sent to the Analog-to-Digital Converter
(ADC) to be digitized into discrete numbers called Analog-to-Digital Units (ADUs).

Here, we encounter an electronic hurdle: normal electronic noise naturally fluctuates
both above and below zero, but ADCs cannot natively read negative voltages. To prevent
negative noise spikes from being clipped at zero, the electronics artificially add a positive
DC voltage offset to every pixel. Returning to our analogy, imagine the measuring flask
is never allowed to be completely dry; it starts with a baseline amount of water in it so
that random splashing never results in a “negative” volume reading. This foundational
offset is called the Bias Level (typically a few hundred ADUs).

Because the Bias Level drifts slowly over time due to thermal changes in the electronics,
astronomers must track it continuously using the Overscan Region.

Using the bucket brigade analogy: imagine that after the physical conveyor belt has
dropped its last bucket into the measuring flask, you simply keep cranking the empty
conveyor belt for another 20 to 50 cycles. Because there are no physical buckets left, you
are “measuring” empty space. Any water recorded by the scientist at the station is purely
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the baseline wetness of the flask (Bias Level) and the uncertainty of reading the meniscus
(Read Noise).

In the real CCD, the electronics intentionally continue to clock the serial register beyond
the physical column count. These “virtual” reads contain no photo-electrons. They
are appended to the side of the 2D science image as a vertical strip of structureless
pixels, providing a pure, real-time measurement of the amplifier’s baseline voltage to be
subtracted during data reduction.

4.4 Well-Depth, Blooming, and Saturation

When observing bright astronomical sources, an image can “max out” in two entirely
different ways: physically and digitally.

Physical Overload (Blooming): Each CCD pixel acts as a finite potential well with
a maximum charge-carrying capacity (typically 50,000 to 300,000 e~). If a bright star
generates more electrons than this well can hold, the excess charge spills over. Because
pixels are separated horizontally by the heavily doped, high-potential p* channel stops
shown back in Figure 11, the electrons are forced to spill vertically down the columns.
This physical leakage creates bright vertical streaks in the image known as blooming,
which is simulated in Figure 14a and conceptually mapped in Figure 15.

Digital Overload (ADC Saturation): Even if the pixel has not physically overflowed,
the measurement might still be ruined by the electronics. Most scientific CCDs use 16-bit
ADCs, meaning they can only count up to 2'¢ — 1 = 65,535 ADUs. If the system is con-
figured so that 65,535 ADUs is reached before the physical pixel is full, the digital counter
simply runs out of numbers. Any pixel containing more charge than this mathematical
threshold will be artificially truncated at exactly 65,535 ADUs. As shown in the 3D sur-
face plot of Figure 14b and the cross-section in Figure 15, this results in a “flat-topped”
spatial profile for bright stars, permanently destroying the photometric information at
the core of the star.

5 CCD Data Reduction: Calibration Mathematics

When a telescope records an image, the raw 2D science frame, R(x,y), does not perfectly
represent the sky. The true astronomical signal is hopelessly entangled with instrumental
signatures, thermal noise, and optical defects introduced by the CCD and telescope system
itself. To isolate the incoming photon counts, we must apply rigorous mathematical
calibration to strip away these terrestrial artifacts.

To extract accurate photometry or spectroscopy, the raw image must be transformed
into a linearized, calibrated frame, C'(x,y), that is firmly in the photon-noise limit. The
standard calibration sequence requires carefully stripping away additive noise sources
before correcting for multiplicative spatial variations:

1. Overscan Subtraction Ogca, (Temporal Baseline): A 1D median of the unillu-
minated overscan columns is calculated (often row-by-row). This value is subtracted

AST-B09 | Course Notes | L05 | Rogério Monteiro-Oliveira, Ph.D. 23



£ MINISTERIO DA
Observatorio CIENCIA, TECNOLOGIA

Nacional E INOVAGAO

16-bit Limi

(a) Physical Blooming X Pixel Y Pixel

Figure 14: Visual data artifacts caused by sensor limits. (a) A simulated 2D view of
blooming on a CCD array. When an overexposed star’s physical full-well capacity is
exceeded, electrons spill vertically along the p' channel stops, creating bright streaks.
(b) A 3D surface profile demonstrating ADC saturation. Even if the physical well is
not overflowing, the analog signal may exceed the 16-bit digitization limit, resulting in a
flat-topped profile truncated exactly at 65,535 ADU.

Signal (ADU)

ADC Limit

(65,535 ADU)
Unsaturated
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Figure 15: Saturation and Blooming 1D Profile. An unsaturated star (blue) maintains its
natural Gaussian distribution. A digitally saturated star (purple) exceeds the 16-bit ADC
limit, resulting in a truncated profile. If the physical full-well capacity is also exceeded,
electrons spill vertically, which is indicated by the overflow pathway.

from the physical pixels to correct for instantaneous electronic amplifier drift and
baseline voltage changes that occurred during the actual readout process.

2. Master Bias Subtraction B(z,y) (Spatial Baseline): While the overscan re-
moves dynamic DC offsets, the CCD chip also suffers from a fixed 2D spatial pattern
caused by the architecture of the amplifiers. Astronomers take dozens of zero-second
exposures with the shutter closed (Bias frames) and median-combine them to create
a master spatial map of this electronic structure, which is then subtracted.
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3. Master Dark Subtraction D(z,y) (Thermal Baseline): To map the 2D spatial
distribution of thermal dark current, astronomers take long exposures with the
shutter closed (Dark frames). These frames isolate the thermal structure of the
chip, including highly active “hot pixels.” The Master Bias is subtracted from these
frames first; they are then scaled to match the exposure time of the science frame
and subtracted from the image.

4. Flat-Field Division F(z,y) (Multiplicative Correction): After all additive
thermal and electronic signatures are stripped away, this final step corrects the
geometric and optical properties of the entire system. Dozens of exposures of a
highly uniform light source (such as an illuminated dome screen or the twilight sky)
are combined to map structural non-uniformities. This corrects for individual pixel
response differences (uneven quantum efficiency), dust on the lenses, and uneven
illumination patterns like optical vignetting. The Master Flat must strictly match
the specific optical filter used, as QE variations and fringing are highly wavelength-
dependent. It is normalized by its own mean (F') so the global absolute flux level
of the science frame is mathematically preserved.

5. Bad Pixel Masking: Due to manufacturing defects and cosmic ray damage, CCDs
often contain isolated “bad pixels” whose sensitivities are abnormally high (hot) or
low (dead) compared to the median array. These defective regions are explicitly
mapped and masked out (ignored) during final data reduction to prevent them
from skewing photometric measurements.

The entire calibration pipeline, visualized in Figure 16, is distilled into a single, funda-
mental mathematical operation applied to every pixel independently:

_ R(ZE, y) B Oscan - B(I7y) — D(l’,y)
“low = F(e.)/(F) -
Master Flat
F(z,y)/(F)
Raw Science /R R VR A Calibrated
R(z,y) N / / O/ C(z,y)

Overscan Master Bias | Master Dark
Oy B(z,y) D(z,y)

Figure 16: The standard CCD calibration pipeline. Additive instrumental signatures
(amplifier drift, fixed-pattern bias, and thermal dark current) are sequentially subtracted
first. This is followed by a multiplicative division to correct for flat-field variations such
as optical vignetting and uneven pixel quantum efficiency.
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